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Introduction
Medical reasoning starts with incomplete and heterogeneous evidence. The clinician builds the clinical picture through dialogue, examination and prior
knowledge. ReasoningLayer helps verify which findings support each diagnostic hypothesis — and which evidence is still missing.

Methods
The LLM proposes, the logic disposes — safe by design, unlocking personalised medicine without training.

Counted, not trained · certified, not asserted · a replayable certificate per diagnosis · data sovereignty: on-premise · a personal engine per clinician
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Ranks like Bayes Reasons from expert’s knowledge

degree(D) = log_prior + Σp llr(p|D) + λ·|p| − k·E₀

priors one credit per marker minus luck,
counted from the ontology

Results See it in action
auscult.ai

Challenge: Turning weak signals into diagnostic evidence
Rare diseases often emerge from incomplete, heterogeneous and weak phenotypic signals.

Outperforming both frontier LLMs and traditional ontology solvers
Where does the correct diagnosis rank? 5,349 published cases · the same protocol for every arm.

MATCHED EVIDENCE · 15

aggressive behavior +2.4

mild intellectual disability +2.4

hypermetropia +2.1

... 12 more matched +15.6

coverage bonus ×12 +27.6

AWAITING EVIDENCE · 218

hypertonia +2.1

motor delay +1.6

... 216 more, not asked yet + ?
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each confirmation raises it

More corroborating evidence → higher degree → higher diagnostic confidence
Leading hypothesis, ranked 1 of 10,793: Stolerman neurodevelopmental syndrome
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top-k: true diagnosis found within the first k diagnosis hypotheses.

Discussion
Evidence stays visible. What supports the diagnosis can be inspected.
(Explainability)

Unknown stays unknown. Missing evidence is not treated as negative
evidence. (Residuation)

The LLM communicates; logic verifies. Clinical reasoning remains
independently inspectable. (Auditability)

The path can be replayed. Evidence and rules reproduce the reasoning.
(Reproducibility)

Beyond diagnosis. Nothing here is disease-specific: the same counted, certified reasoning extends to biomarker discovery and drug discovery.
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